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I began my recent review of the Focusrite Forte with a sort of editorial about how 
computer audio interfaces have become good enough so that in a given price 
range, which usually is a function of the number of inputs and outputs, they all 
sound pretty much alike - and then something enough better sounding than the 
bunch comes along that raises the bar. That was my epiphany with the Forte, 
and the Lyra 1 from Prism Sound raises the bar even higher. Sure, these are 
pricey products, not the smartest investment for the barely-working musician, but 
it’s good to know that while today there’s a wide choice of good quality products, 
premium quality fully professional computer audio interfaces are now available.  
 

 
 
Let me get two things out of the way right up front. The Lyra sounds stunningly 
good from input to output. As soon as I got it up and running, I plugged the 
workbench SM57 into its mic input, put on a set of headphones, and said (what 
else?) “Testing, one, two.” I could tell immediately that this was no garden variety 
signal path. Recordings and playback of high quality audio files bore this out 
during the review period. That’s the good news. Now for the bad news – street 
price at the moment is around $2,350, about two grand more than a box with 
about the same number (or more) of inputs and outputs that’s serviceable for 
many recording hobbyists. But stick with me. There are some very interesting 
features and some exquisite technical performance worth learning about. 
 
 
Lineage 
 
Prism Sound was one of the first companies to offer really high quality A/D and 
D/A converters for digital recording. When they got into the computer interface 
business, they did so in a big way with the Orpheus, a Firewire-connected 8-
channel interface that was a significant step in sound quality above the M-Audio, 
TASCAM, and PreSonus products of the time. For many professional studios, it 
was the entryway to really high quality computer-based multitrack recording. The 
Lyra line (there’s a Lyra 2) borrows heavily from the Orpheus, using the same 



mic preamp, A/D and D/A converter technology, and Prism’s ultra low jitter 
CleverClox dual digital phase locked loop word clock technology. 
 
And speaking of lineage, Prism writes “Lyra” in English so we’ll know how to 
pronounce it, but the logo spells it out in Greek, Λύρά.  
 
 
What It Is  
 
The Lyra is an Apple class compliant USB 2.0 audio interface that uses the Apple 
Core Audio system as an interface between the hardware and operating system. 
On the Windows (Vista and above) side, both ASIO and WDM drivers are 
provided. There’s a separate control panel application for Mac and Windows for 
setup and configuration of several features, as well as controls for a built-in DSP-
based low latency mixer that, for many users, can replace a mixing console 
during tracking. 24-bit recording is supported at all standard sample rates from 
44.1 kHz to 192 kHz. It’s a tabletop unit housed in an all steel case measuring 
11” wide by 8-1/2” deep, weighing in at about 4-3/4 pounds. It will fit in a singe 
rack space if you remove the feet (no small feat), and Prism offers a rack mount 
kit.  
 
 
Architecture 
 
The basic layout and signal flow is similar to a number of other computer audio 
interfaces that go beyond the basic built-in “sound card” in their flexibility of signal 
routing. There are four input sources, two independent analog channels and one 
digital stereo pair. These four streams are available to the DAW simultaneously 
and can be assigned to DAW tracks for recording.  
 
The heart of the monitoring section of the Lyra 1 is a hardware DSP mixer, 
actually three mixers or, if you prefer, can be thought of in a more conventional 
sense as a stereo mixer with two stereo pre-fader auxiliary buses. The mixers 
are designated “Analog,” “Digital,” and “Headphone.” By default, the Analog 
mixer feeds the analog outputs, which are where the control room monitors 
would normally be connected. The Headphone mixer drives the built-in 
headphone amplifier, and the Digital mixer feeds the S/PDIF output. This could 
possibly go to a backup recorder, or to control room monitors that have a digital 
input, though you’d be bypassing the Lyra’s sweet D/A converter. As you’ll see 
when we go through the mixer in detail, those nominal outputs can be re-
assigned to just about anywhere in the unit. 
 



Each of the three mixers has the same inputs - two analog, two digital, and the 
stereo DAW playback. The primary function of these mixers is for monitoring 
while tracking. With the Lyra 1’s few inputs, the mixer will mainly be used to 
balance the DAW playback and the live source when overdubbing. Separate 
mixers for the main and headphone outputs allow for a well balanced mix in the 
control room with as much “me” in the headphones the artist in front of the mic 
wants.   
 
There are few front panel controls. The big knob can be switched between 
controlling the volume of either the analog or digital outputs, or both together. 
The small knob controls the headphone volume. All of the routing and mixing is 
controlled through the software control panel. 
 
 
Under The Hood 
 
Opening the case (there are plenty of screws), we find Cirrus Logic’s “Flagship” 
120 dB dynamic range series CS5381 A/D and CS4398 D/A converter ICs. The 
Lyra’s mic/instrument preamps are based on a Burr-Brown PGA2500, a very 
clean, quiet, and rather expensive chip with digitally controlled analog gain in 1 
dB steps up to 65 dB. There are OPA2134 op amps sprinkled about, and even a 
few 5532s, validating that even after 30 years, this op amp is still worthy of being 
used in a high quality audio device. While the choice of very high quality 
converters assures that the sound won’t be bad, their supporting design greatly 
influences just how good the device will sound. The Lyra’s performance is a 
testimonial to the attention paid to the overall design, details such as circuit board 
layout, power supply, and clocking to name a few.  
 
The universal (90 – 250v, 50 – 60 Hz) power supply is internal (no wall wart or 
line lump). Rather than being a purchased module, is built on the same circuit 
board as nearly everything else in the unit, although it has its own steel shielded 
cage. There’s no real power switch, but rather, a Standby button on the front 
panel that turns off all the LEDs and reduces power consumption and heat. 
Operating from 120v, it draws a bit under 100 mA when operating and about 
20 mA in standby. 
 
Build quality is excellent, however, with all surface-mounted components, repairs 
are, for most of us, going to be strictly a factory job.    
 



The Front Panel 
 

 
 
Four OLED level meters and several indicators dominate the front panel. The 
PRE and LINE LEDs indicate 
whether the Instrument (blue) 
or Mic (pink) preamp is 
selected for channels 1 and 2. 
The pink LED turns red when 
phantom power is turned on. 
When a line input is selected, 
the channel’s PRE LED goes 
off and the LINE LED (green) 
comes on. The IP/OP LEDs to 
the left of the Analogue 
meters tell you whether they’re monitoring the input level to the A/D converter or 
the pre-fader analog mixer output level. The Digital meters indicate the level of 
the signal coming into the S/PDIF port.  
 
OVERKILLER is a fixed limiter that can be engaged from the software control 
panel. The yellow LED indicating that it’s engaged turns red when the input level 
reaches the OverKiller threshold. More about this later. 
 
The MASTER LED that the Lyra is using its internal clock. When external word 
clock sync (this would be the S/PDIF data stream) is selected, the UNL LED 
illuminates if the Lyra can’t lock to the external clock source. The SRC LED 
indicates that the sample rate converter on the digital input is engaged. (Stay 
tuned.) 
 
Those meters have a unique scheme for clueing you in to the actual signal level 
without worrying about numbers. There are five discrete steps from bottom to 
top, each with its own color, though the colors bleed so you don’t clearly see the 
individual bands. The bottom blue segment comes on solid at –47 dBFS, 
flickering below that level. The green segment illuminates at –24 dBFS, 
becoming a lighter green at –12 dBFS. The yellow segment illuminates at 
-6 dBFS, and finally, the red indicator at the top of the scale indicates clipping 
(actually –0.05 dBFS).  
 
This meter display makes pretty good sense if you don’t think about numbers or 
how far up scale it goes, but rather think of it as a traffic light. As long as the 
meter is green, you’ll be recording in the –24 dBFS to –6 dBFS range, which is a 



good target level. Yellow means caution – you’re getting close to clipping, and 
red means you need to drop the input level. Even though this old duffer would 
really rather see analog VU meters, the multi-color meters give you useful 
information at a glance and they’re a good guide to setting the recording level as 
long as you accept the premise that you don’t have to record as hot as possible. I 
didn’t have much success photographing the meters, and apparently neither did 
Prism. In real life they look more like what I’ve described than they do in the 
photos here or on the web site.  
 
The primary function of the big knob on the front panel is to adjust the control 
room monitor volume. It controls either the analog or digital outputs, or both 
together, as configured from the software control panel. Pressing the knob mutes 
the output. A ring of LEDs surrounding the knob serves as a pointer, and they 
blink when the output is muted. The smaller knob controls the volume to the 
adjacent ¼” headphone jack. There’s no namby-pamby mini headphone jack, so 
have an adapter handy when the client wants to listen on his own earbuds. The 
Power button on the right and the Instrument input jack on the left complete the 
front panel controls and indicators  
 
 
Around Back 
 

 
 
The Lyra 1 has two analog input channels with capabilities doled out as follows: 
Channel 1’s input sources are either a differential (balanced) line level ¼” TRS 
jack on the rear panel or a high impedance unbalanced instrument (DI) input on 
the front panel. The nominal operating level of the line inputs is switchable 
between +4 dBu and -10 dBV. Channel 2 gets its input from either another line 
input jack identical to that for Channel 1, or a mic input on a non-locking female 
XLR connector, with 48 volt phantom power available. Analog line level outputs 
at nominal +4 dBu operating level are on a pair of ¼” TRS jacks. A pair of Toslink 
optical connectors carries the S/PDIF digital input and output. An IEC power 
connector and full sized Type B USB connector complete the package.  
 
Yes, there’s only one mic input, and the Toslink digital I/O is stereo only and 
does not recognize a multi-channel ADAT optical stream, though it will carry a 
digital stream up to 192 kHz sample rate. I would have liked to see electrical 
(RCA or XLR) digital I/O as well as optical. While the Lyra 1 is basically a two-in-
two-out interface, the S/PDIF input is available to the recording DAW 
independently, so you can actually record four streams, two from analog inputs 
and two from a digital source. A very cool feature is a switchable sample rate 
converter on the S/PDIF input, allowing the use of a digital source running at a 



different sample rate than the interface’s sample rate. A good example is if you’re 
doing a 96 kHz session and the client hands you a CD and says: “Can we make 
the guitar sound like this?” You can pop it into your CD player connected to the 
Lyra’s digital input and listen to it through the same monitoring chain as you’re 
using for tracking or mixing.  
 
 
Software 
 
The latest control panel, firmware, and Windows drivers are available on the 
Prism web site. When used with a Mac, the Lyra is compatible with the Apple 
Core Audio standard, so it’s only necessary to install the Mac control panel 
software application. On the Windows side, there are four separate driver and 
control panel installers, a 32-bit and a 64-bit version each for Vista and Windows 
7/8, so be sure you get the correct version for your system.  
 
There’s firmware inside the box, and I had an opportunity to check out the 
firmware update procedure. While the Lyra worked fine as it arrived, I found that 
after shutting down the computer, Windows wouldn’t restart unless I 
disconnected or completely powered down (unplugged) the Lyra. I asked Prism 
Tech Support about this, they said that they had heard about that problem on 
certain computers and had a fix on the way. The following day, I received an e-
mail with a download link to a firmware update. The update procedure is 
straightforward – run the firmware installer with the Lyra connected and the 
control panel open, and it does its thing. After the update, I was able to stop and 
start my computers without fussing. That’s good service! 
 
Unlike many other interfaces, the Lyra doesn’t come bundled with any recording 
software. I suppose that given the price of the unit, it’s not likely to be your entry 
into computer recording and you probably already have a favorite DAW program. 
I live in the Windows world and I checked it out with Pro Tools 10, Reaper, Studio 
One, Sound Forge, and even the freeware Audacity with no surprises with any of 
them.  
 
 



Signal Flow 
 
When figuring out how to get a signal from input to output, I like to look at a block 
or signal flow diagram. Here’s a simplified signal flow diagram of the Lyra 1 to 
help you understand what’s between inputs and outputs. Understand that “signal” 
is a generic term here, and can be either analog or digital, so A/D and D/A 
converters aren’t shown.  

 
 
 
 
The Software Control Panel  
 
I’ve referred to this several times already and will do so throughout the review, so 
it’s about time we have a look at it. The control panel has two functional areas. 
The upper section is common to all views and is devoted to configuration settings 
and status indicators. The lower section consists of five tabbed mixer-like 
screens for controlling the inputs, the outputs and the monitor mix. The screen 
shot on the next page shows the Inputs tab, the one you’ll usually access first 
when setting up to record.  
 



The upper section is where 
the sample rate and ASIO 
buffer size settings are 
displayed. These can be 
edited by clicking on the 
displayed value. The clock 
synchronization source can 
be toggled between Local 
(the Lyra’s internal clock) 
and S/PDIF for when you 
want to lock the sample rate 
to the digital input source. 
Alternatively, the sample 
rate can lock to the internal 
clock and, with the sample 
rate converter (SRC) 
engaged, the incoming 
digital stream is converted 
to the operating sample 
rate. The “FP meters” button 
selects whether the front 
panel analog meters 
indicate the input or output 
level. Clicking on “LED 
Level” pops up a menu to 
select one of four brightness 

levels of the panel LED meters and indicators. Maximum brightness (the default 
setting) is really bright, passing the “outside on a sunny day” test with flying 
colors, though I preferred it dimmed a couple of steps indoors.  
 
The three square buttons at the upper right allow you to save and load a 
snapshot of all the settings including the mixer levels and panning. The question 
mark button opens an HTML version of the manual in the connected computer’s 
web browser.  
 
Normally sample rate is specified when setting up a new DAW session. The 
driver reads this value and sets the Lyra’s word clock to match the session setup. 
Not all DAWs pass a buffer size request to the interface, so this is a setting that 
you can override or set manually from the control panel. I don’t know if it chooses 
a minimum buffer size based on what it knows about the DAW and the computer 
or if it’s just company policy, but when recording at 96 kHz, if I tried to set the 
buffer to 128 samples or lower, it would jump to 192.  
 

Clicking on those green (LINE) and pink (MIC) buttons pops up a list of 
input source choices for each of the two input channels. The Channel 1 
menu offers the choice of Line, Instrument, or Detect. When Detect is 



selected, the Channel 1 Line input jack on the rear panel is active until you insert 
a plug into the front panel Instrument jack. Connecting an instrument switches 
the channel input to the front panel jack and puts the high input impedance 
instrument preamp in line.  
 
Channel 2’s options are Line, Mic, Pad (which actually means “Mic 
with Pad engaged”), and Detect. Detect on Channel 2 detects a plug 
inserted into the Channel 2 line Input jack and switches the channel’s 
active input from Mic to Line. This is a refreshing alternative to the 
combo XLR/TRS jacks for line and mic inputs which prevent you from 
connecting both a mic and line source to a channel and switching 
between them.  
 
Having separate input connectors is really useful in a studio setup where it’s 
convenient to have all cables connected and switch to what you need at the time. 
On the other hand, the tabletop-studio musician with a keyboard connected to 
the line inputs and simply wants to plug in his guitar and play without thinking too 
hard might prefer the Detect mode.  
 
Other analog input channel switches are phantom power (+48v), low cut filter, 
polarity invert (“phase reverse”) and OverKiller. Each button changes from gray 
to an appropriate color when engaged.  
 

The three buttons associated with the digital inputs are, on the Lyra 1, 
simply indicators to tell you if the clock isn’t synchronized to the digital 
input if you’ve selected that option (ULOK). The ASYNC indicator 
reminds you that the digital input is going through the sample rate 
converter. The top button of the group, on the Lyra 2, selects whether the 

digital input is coming from the Toslink or coax input, but since the Lyra 1 has 
only a Toslink input, that’s all you see.  
 
 
 



The AO 1 and AO 2 meters in 
the Outputs tab indicate the 
digital level (dBFS) going to the 
analog A/D converters. The 
nominal operating level  (-10 
dBV or +4 dBu) for the main 
analog outputs is selected by 
the buttons adjacent to these 
meters. The  DO 1/2 meters 
indicate the level going to the 
S/PDIF output. The VOL 
buttons above the meters 
assign level control of their 
associated outputs to the big 
knob on the front panel and on 
this control panel. Clicking a 
VOL button changes it from gray to green, indicating that the knob controls the 
volume of that output. The “key” button locks the current knob setting so it cannot 
be changed.   
 
The Mixer buttons at the bottom of the Outputs tab select the source of the 
analog or digital outputs. This is normally the low latency monitor mixer, but it 
could be the DAW playback, the analog or digital inputs directly, or what’s going 
to the headphone mix. The headphone buttons below the analog and digital 
output meters are a shortcut to send the signal assigned to those outputs directly 
to the headphones.  
 

Most of the action is in the mixers, of 
which there are three, identical except 
for their output destinations – analog, 
digital, and headphones. This is a 
straightforward stereo mixer without a 
lot of bells and whistles. The input 
sources are hard-wired (or perhaps I 
should say hard-coded) from the two 
analog inputs, the two digital inputs, 
and the stereo DAW playback. The 
only mixing controls are fader, pan, 
solo, and mute.  
 
Clicking the STEREO button loses one 
meter and one fader of the channel 
pair and sets both channel gains to the 

same value. It’s really intended to be used with a channel pair fed from a stereo 
source that’s already left/right balanced, though in the stereo mode, the PAN 
knob works like a left/right balance control if that needs a little tweak. If you have 



two mono sources that you’ve panned off center and have different mix levels, 
clicking the STEREO button doesn’t simply couple the two faders allowing you to 
keep your established balance, it puts your established mix of those two 
channels out of whack. It’s a handy feature if you’re using a stereo mic pair or 
have a stereo mix coming in, but with two independent sources, you’d best stick 
to running the two channels in mono.   
 
The button above the master fader (showing Mixer here) selects what goes to the 
outputs for that tab. Alternatives are the output of the Digital Outputs mixer, the 
Headphones mixer, or DAW playback. If you’re clever and have the need, you 
can assign one mixer to another mixer this way.  
 
 
Specs and Performance 
 
Usually when I review a piece of audio hardware, this section is full of 
measurements with the goal of confirming or clarifying incomplete manufacturer’s 
published specifications. With the Lyra 1, I hardly needed to do that. Kudos to 
Prism for providing a really complete set of performance specifications including 
test conditions and spectrum plots of noise and distortion. I checked out the 
characteristics that are most significant in practical use and what they say is what 
it is. There’s nothing obscure or “best case you’ll never see in practice” here. If 
you’re into comparing numbers, you can believe what they’ve published, but 
you’ll be hard put to find similarly detailed specs from other manufacturers for 
comparison. Hopefully this practice will catch on. In some instances my numbers 
didn’t look quite as good as theirs, but they have better test setups than I do 
(audio test equipment is one of Prism’s product lines) so I’d trust them.  
 
Here are some important characteristics and commentary. All measurements 
were made at 24 bits, 44.1 kHz where that matters or unless otherwise specified: 
 
Line Inputs: 
Sensitivity at +4 dBu setting: +18 dBu = 0 dBFS 
Sensitivity at –10 dBV setting: +6 dBu = 0 dBFS 
 
Input Impedance at either setting: 14 kΩ between tip and ring when fed from 
either a balanced or unbalanced source. It won’t work with the ring floating, 
however, so when connecting an unbalanced source, use a TS (“unbalanced”) 
plug. The maximum input level of +18 dBu is a bit on the skimpy side. Looking at 
it from a different angle, this represents 14 dB of headroom over the “standard” 
operating level of +4 dBu. Many line level sources can put out greater than +18 
dBu before clipping, so you may need an external pad ahead of the line input if 
you can’t control the output level of the source. It’s not a big deal in the studio 
when you usually have a run-through and can check for overloads, and you may 
have a compressor in line to tame the dynamic range, but for live work, it needs 
some thought during setup. 



 
Mic input: 
Sensitivity at maximum gain: -56 dBu = 0 dBFS 
Sensitivity at minimum gain: +1 dBu = 0 dBFS 
Input impedance: 5.4 kΩ 
Phantom voltage: 46 v 
Common mode rejection: >90 dB @ 1 kHz (Prism claims >100 dB – the 
difference is likely due to limitations of my test equipment 
Noise floor at maximum gain with 150Ω input termination: -74 dBFS 
 

This is a spectrum plot of a 
500 Hz sine wave applied 
to the mic input with the 
gain set at 40 dB (as 
indicated by the Input level 
slider) and at the level 
required to produce an 
output level of -1 dBFS. 
The 3rd harmonic is  –112 

dBFS with other harmonics falling below -120 dBFS. This represents about 
0.0025% THD. 
 
Instrument Input: 
Sensitivity at maximum gain: -38 dBu = 0 dBFS 
Sensitivity at minimum gain: +16 dBu = 0 dBFS (that’s a hot guitar!) 
Input impedance: 720 kΩ (The spec says 1 MΩ, but my measurement method is 
rather crude) 
 
Analog Output: 
+18 dBu at 0 dBFS 
The outputs are a cross-coupled or “bootstrap” configuration that provides the 
same level to either a singled-ended (“unbalanced”) or differential (“balanced”) 
input.  
Output Impedance: 50Ω per leg - 100Ω when driving a differential input or 50Ω 
when driving a single-ended input.  
 
Headphone Output: 
Open circuit voltage: 6v at <0.02% THD 
Output impedance: 100Ω 
With 20Ω load: 1.23 v, approximately 70 mW, <0.02% THD 
With 60Ω load: 100 mW, <0.02% THD 
Note that some headphone manufacturers are now specifying their sensitivity in 
terms of voltage rather than power. This may be a better way of comparing how 
loud you can expect a low impedance headphone to get. I don’t have an accurate 
way to measure SPL from a headphone, but I can assure that my Sony 7506 
phones (60 Ohms) can get very loud.  



 
Low Cut Filter Frequency Response: 
-3 dB @ 80 Hz  
-12 dB @ 40 Hz  
-24 dB @ 20 Hz 
 
 
OverKiller: 
 
Threshold: -4 dBFS (this is the level at which the OverKiller LED changes from 
yellow to red) 
 
The spectrum plots below show the harmonics generated when the OverKiller is 
sitting on close-to-clipping levels of -1dBFS (left) and -0.1 dBFS (right). Note the 
increase of higher order harmonics when the level is pushed to just barely below 
clipping.  
 

Here are the corresponding recorded waveforms. Note that the peaks of the test 
tones are squashed but are still not flattened.  
 

 
This graph shows the OverKiller gain 
reduction action from 2 dB below the 
OverKiller threshold to just barely under 
clipping. 
 
Overkiller doesn’t prevent clipping. Push 
the input level far enough and it will clip. 
It offers about 5 dB of added headroom 
(better to call it “safety”) over the 
unprotected clipping level.  



 
Just between us (and I’m not saying this is actually what makes it tick) the 
distortion spectrum looks very much like a “distorter” that I cobbled up for the 
purpose of demonstrating the difference in sound between clipping and 
crossover distortion when both measure the same percentage of THD. The heart 
of my distortion gizmo is a pair of diodes connected back-to-back. The fact that 
Prism also sells the OverKiller as an outboard accessory in the form of an XLR 
barrel that plugs in line with an analog signal suggests that its design is similar in 
concept.  
 
 
Latency 
 
When tracking, it’s essential to be able to hear yourself, and when overdubbing, 
to also be able to hear a mix of the previously recorded tracks together with the 
new source. This was straightforward in the days when a studio had a traditional 
recording console or even a simple mixer, but as the console-less studio evolved, 
monitoring when recording became more difficult. Without a hardware path 
between the microphone and headphones, the source signal had to take a trip 
through the computer before arriving at your ears. This always involves some 
delay, often too much to be able to play or sing comfortably. This was the curse 
of “latency” that computer audio recording brought us.  
 
Eventually, interface designers got clever and incorporate a mixer in the 
interface. In all but the least expensive interfaces offering built-in monitor mixing 
capability, the mixer is digital, primarily to keep the cost down. There’s more 
delay getting the digitized signal to your ears, but by using DSP (digital signal 
processing) techniques and modern A/D and D/A converters, throughput delay is 
when tracking is small enough so that it isn’t bothersome. In order for this to 
work, however, it’s necessary to disable Input Monitoring in the DAW when 
recording a track. With most systems, this isn’t automatic – it requires a few extra 
mouse clicks before and after each overdub.  
 
Some manufacturers claim zero latency monitoring, however this can only be 
accomplished with a pure analog signal path. OK, it’s not really zero since 
electricity takes a finite time to travel from one end of a wire to the other, but this 
is about 1 nanosecond per foot, too small for mortals like me to measure or hear.  
 
The delay through the Lyra 1 mixer, measured from the mic input to the 
headphone output, is just under 0.5 milliseconds at 44.1 kHz sample rate. This 
drops to 0.18 ms at 96 kHz, and under 0.1 ms at 192 kHz. This is excellent 
performance and shouldn’t bother anyone’s playing, singing, or speaking.  
 
Once the computer becomes part of the monitoring path, however, the delay 
goes way up, which is why direct near-zero latency monitoring is a valuable 
feature. Computer latency time isn’t really predictable and depends on the driver, 



the operating system, the computer, and the DAW software. I tested this using 
Reaper, overdubbing two new tracks to a previously recorded 16 track 24-bit 
44.1 kHz project and monitoring the Reaper mix (which included the new input 
sources). My Windows 7 computer is a 2.8 GHz Pentium 4 with 4 GB RAM, just 
marginal for multitrack recording, so you should expect better results than what 
I’m reporting here.  
 
With the ASIO buffer set to 128 samples, total throughput delay measured a 
barely tolerable (to my ears and musical sensibility) 14 ms, Unfortunately, while I 
could record long enough to make a measurement, I was unable to record 
continuously without glitching. Increasing the buffer to 512 samples brought the 
total latency to around 32 ms, nothing at all to brag about, though it was a bit 
better at 96 kHz.   
 
Understand, though, that when using the Lyra’s internal mixer, latency through 
the computer is irrelevant and the buffer can be as long as necessary for reliable 
recording even with an underpowered computer. Reaper’s delay compensation 
(and I checked this as well using Pro Tools 10 Native running on the same 
computer) worked perfectly, positioning the newly recorded tracks so that they 
synchronized with the previously recorded tracks within 0.1 ms. This suggests 
that the Lyra buffer is accurately reporting the actual delay time to the DAW.  
 
When playing a virtual instrument, however, it’s necessary to monitor the 
computer output because that’s where the instrument’s sound is generated. The 
amount of delay is a function of the instrument and how its sound is created 
(sample vs. synth), so it’s not possible to determine a single number for virtual 
instrument latency. This isn’t one of my areas of expertise since I don’t use virtual 
instruments in my own work, but to get a sense of how much delay you can 
expect when playing a virtual instrument in real time, I set up an Instrument track 
in Pro Tools 10, assigned one of the supplied Avid virtual synths to it, and played 
it via a MIDI keyboard. Since the Lyra doesn’t include a MIDI interface, I used an 
Edirol UM-1 USB MIDI interface to get the keyboard data into the computer. 
Objectively, I didn’t notice any delay, but knowing that there must be some, I 
cobbled up a way to measure it.  
 
I opened Sound Forge on another computer to avoid unaccounted-for trips 
through the Pro Tools computer and record the audio output of the keyboard 
synth on one channel and the virtual synth audio from the Lyra mixer on the other 
channel. By zooming in on the recording, I determined that this particular virtual 
synth was 4 ms behind the keyboard’s analog output. That seems to be a 
workable amount of latency, but your experience may be different (in either 
direction) depending on your setup and choice of virtual instrument. My 
workaround is to find a synth patch (in hardware) that sounds enough like the 
virtual instrument that I’ll be using in the mix so that it works well enough for 
tracking. I’ll feed the synth output to a Lyra line input and mix that with the DAW 
playback of the tracks to which I’m overdubbing.  



 
 
In Use 
 
This should be the most exciting part of the review, but honestly, it’s pretty anti-
climactic. Once I got the firmware update so I could start the computer with the 
Lyra connected after a shutdown, it just worked, and worked very well. I tried 
several mics and every one of them sounded really good, as good or better than 
with any of the other preamps I have here.  
 
It would have been nice to have another 5 or 10 dB of mic gain available, though 
the sensitivity of the Lyra’s mic input is in the same ballpark as many other 
interfaces that I’ve used, with only a couple offering greater mic input sensitivity. 
Using my Beyer M260 ribbon mics on a relatively quiet fiddle required the gain to 
be cranked up fully to get a decent record level, though at full gain it’s still fairly 
quiet and definitely usable. The instrument input has both plenty of gain plenty of 
headroom, and was both very clean and free of hums and buzzes.  
 
I had no problem with gain structure even though the line inputs had no 
adjustment other than the +4/-10 switch. The +4 position provided ample gain for 
outboard preamps and signal processors, though due to the Lyra’s maximum 
input level of +18 dBu, I had to watch what was coming out of my preamps, most 
of which can reach or exceed +24 dBu without clipping. Keyboard synths and an 
old clunker drum machine worked best with the inputs set to the –10 dBV 
nominal level.  
 
I was really curious about the OverKiller, so I pushed the input level up into the 
OverKiller working range while recording both vocals and a few instruments. It 
was darn near inaudible on short peaks, but on sustained sounds, I could hear 
some light clipping. Since I record almost exclusively acoustic music, I’m not in 
the habit of using “analog-sounding distortion” to warm up a track or enhance the 
sound of an instrument in a way that isn’t easy to achieve with other signal 
processors. I’m familiar with the technique and sound, however, and although I 
don’t believe this was what Prism had in mind, when pushing the recording level 
up to what I’d consider a risky –2 dBFS with the OverKiller engaged, you’ll hear 
something reminiscent of analog tape distortion. The spectrum and waveforms 
(see the Specs section below) bear this out. You may find it to be a passable 
analog tape simulator in some cases.   
 
One thing that I missed was having input gain knobs on the front panel. Having to 
go to the software control panel to adjust the mic or instrument gain got old pretty 
fast. A couple of times I just glanced at the meters, saw that I was “in the green” 
and simply let it go, though when I saw the actual level on the software control 
panel or DAW meters, I might have pushed it up another few dB. I’m not alone 
with this wish. Since the Lyra 1 is a fairly old product, it’s had several reviews 



already (which, of course I read) and nearly every reviewer commented about the 
software-only input level controls.  
 
I mentioned this gripe in an e-mail exchange with a Prism Tech Support guy and 
he said (honestly) that this wasn’t the first time he’s heard this complaint. They’ve 
been giving some thought to adding additional functionality to the big knob, and 
input level adjustment is definitely on their list. The question though, is how to 
implement it without making control over something equally handy (like the 
monitor volume) less convenient. One possibility is to make the knob-press 
toggle between input and output level adjustment, but then you’d need to decide 
which of the inputs you want to control since you have only one knob. As far as 
output level goes, it makes good sense for it to control both channels together, 
but the workflow for inputs is different. If the knob’s function was selectable from 
a menu in the control panel, it’s bound to be wrong about half the time and you’ll 
still have to open the control panel to reconfigure the knob. And if the knob was 
set up to control only one channel, I’d want an indicator on the front panel to 
remind me of which one. It’s a good thing they don’t pay me to design these 
things. They’d go broke, or nuts.  
 
Another small annoyance is with the buttons that close or minimize the control 
panel window. Nearly every operating system or application adopts the 
convention that those are located in the upper right corner of the window frame. 
Here, they’re located inside the window, below the Prism logo, so I was always 
fumbling for them.  
 
Though the default mixer output assignments – analog mixer to analog outputs, 
digital mixer to digital outputs, and headphone mixer to headphone outputs – will 
be fine for the majority of users, it took a little study of the manual and some 
experimentation to get the hang of setting up and using alternate routings. I didn’t 
see a need to deviate from the Lyra 1 defaults, but since the same control panel 
software serves the Lyra, Titan, and Atlas interfaces, when you have more 
mixers and more outputs, you may find value to this feature.  
 
The manual describes the features and operation in great detail and it isn’t 
difficult to read or navigate, but it’s not a tutorial. It expects that you’ll have some 
idea of how to record and play back audio and how best to integrate its internal 
monitor mixer with your DAW workflow. Having a printed copy of the manual at 
hand (or put it on your e-reader) is handy until you get the hang of things and 
learn your way around the menus and settings.  
  
 
Meet The Family 
 
The Lyra 1’s closest sibling is the Lyra 2, but there’s more to the 2’s feature set 
than a second mic and instrument input. There are two additional analog outputs 
that can serve as additional headphone cue mixes or as sends to an outboard 



effect processor. The Toslink digital input, in addition to S/PDIF (stereo), can 
accommodate an ADAT optical stream that expands the input capabilities by 8 
channels at 44.1 or 48 kHz sample rates, or 4 channels at 2x sample rates using 
the S-Mux protocol. In addition, there’s a pair of RCA jacks for digital input and 
output that can be either S/PDIF coax or, with the provided XLR-RCA adapter, 
AES3 format. It also has BNC connectors for word clock input and output, an 
M/S-to-left/right decoder for the mic inputs, and an RIAA equalizer for direct 
dubbing of LP records. This extra connectivity comes at a price, about $900 over 
the Lyra 1. 
 
Further up the food chain, there’s the 8-channel Atlas, which offers all of the 
features of the Lyra 2 but adds two more mic preamps, eight analog line outputs, 
four additional line inputs (though for lack of panel space, four are shared with 
the mic inputs on XLR combo connectors) an additional headphone amplifier, 
and built-in routing for 5.1 or 7.1 surround mixing. The Titan adds four more mic 
preamps and MIDI I/O.  
 
 
The Wrap 
 
The Lyra 1 offers no-compromise sound quality from input to output. Keeping in 
mind that it has but one mic input, it’s a good match for the musician who records 
vocals one track at a time or voice and instrument together, the voice-over artist, 
or, considering the top quality D/A converter, the mixing or mastering studio who 
has the occasion to record a new track now and without compromising the quality 
of the original project. If you know you’ll be working with two mics and want to 
avoid the complexity of outboards, everything I’ve written here should apply 
directly to the Lyra 2.  
 
And if you don’t learn anything else from this review, download the manual and 
see how specs should be written.  
 
 
For further information: 
http://www.prismsound.com/music_recording/products_subs/lyra/lyra_home.php 
 
Download the manual for the complete specs and details” 
http://resources.prismsound.com/rp/Lyra_Operation_Manual_LTR.pdf 
 
 


